The parent game
Consider the following 2-person game. Each player makes an investment which is a number x (0≤x≤1), thought of as the player’s contribution to the common good. The net payoff to a player playing x
whose partner contributes y has the form:
P(x, y) = B(x+y) – C(x)
where B is the benefit to the player and depends on the sum of the
two contributions, and C is the cost to the player and depends only on
his own contribution.
To keep the math simple, we use quadratic functions for the benefit
and the cost:
𝐵(𝑧) = 𝑧(4 − 𝑧)
(𝑥) = 𝑥 2
Graphs of B(z) and C(x) are given at the right. Noteworthy features
are that B is concave-down (diminishing returns) and C is concave-up
(accelerating costs).
Let the two players be A who invests a, and B who invests b. Here we
consider an asymmetric situation in which A has to go first so that
when B chooses his investment b, he knows the value of a. The question we are interested in is how each player should play to maximize
his or her own payoff.
This is called the parent game as the players can be imagined to be two parents (either human or animal)
raising an offspring which carries half of each of their genes. The offspring is the benefit and it is of equal
(genetic) value to them both. The cost is the complex array of investments made by each parent, often of
a different kind, and often with different timing. The game has been extensively studied in the biological
and economics literature.
This is an excellent problem to develop mathematical thinking. I find that the students, as they proceed
to come to grips with the problem, have a number of clarifying questions. For example, one question that
always comes us is whether the players care about how their partner is doing. For example are they in
competition so that they want to get a higher payoff than their partner? That’s a good question and the
answer is no––players are only interested in making their own payoff as large as possible.
Another question that tends to come up is whether players can assume that their partner is also acting to maximize his or her payoff, and the answer is yes. In fact that’s an important assumption.
This problem an interesting pedagogical challenge––how do we scaffold it for maximum learning benefit?
I find that some teachers want to lead their students into helpful ways to take the problem apart, while
others would rather let their students wrestle with it for a while. I will make further comments about
this. I find the problem works well at both the grade 11 and grade 12 level. If the students have calculus,
they will generally maximize a quadratic function by taking a derivative; otherwise they will find the vertex of the parabola.
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Solution:
The two payoffs are:
A’s payoff:

𝑃(𝑎, 𝑏) = 𝐵(𝑎 + 𝑏) − 𝐶(𝑎) = (𝑎 + 𝑏)(4 − 𝑎 − 𝑏) − 𝑎2

B’s payoff:

𝑃(𝑏, 𝑎) = 𝐵(𝑎 + 𝑏) − 𝐶(𝑏) = (𝑎 + 𝑏)(4 − 𝑎 − 𝑏) − 𝑏 2

Note that they are both quadratic in both variables.
I like to give the students some time at the beginning to wrestle with the structure of the problem, but
before too long I want them to come to grips with the idea that there are two questions, what should A do
and what should B do, and one of these is “simpler” than the other. That of course is the question of B’s
investment. To get students “on track” quickly, I would give them the following particular case:
Example. Suppose A invests a = 0.6. How should B respond?

In many ways, this example “breaks the ice.” The students can
see that what we did for a = 0.6 we could do for any other value
of a, and in fact a general argument can be made. We take a
fixed but general value of a. Then B’s payoff is

How do we easily see that the
vertex of that parabola is at b =
0.7? A calculus student will
simply take the derivative. Otherwise some students seem to
recall the formula –b/2a, though
this is a different a and b. I
found some students using Desmos to plot the function and
identify the vertex. My favorite
way is to get rid of the constant
term––that just lowers the parabola by 2.04 and does not
change the x-coordinate of the
vertex. We are left with

𝑃(𝑏, 𝑎) = (𝑎 + 𝑏)(4 − 𝑎 − 𝑏) − 𝑏 2

−2𝑏 2 + 2.8𝑏 = −2𝑏(𝑏 − 1.4)

Solution. B needs to choose b. He does that by maximizing
𝑃(𝑏, 0.6) = (0.6 + 𝑏)(4 − 0.6 − 𝑏) − 𝑏 2
= (0.6 + 𝑏)(3.4 − 𝑏) − 𝑏 2
= −2𝑏2 + 2.8𝑏 + 2.04
Now this is a quadratic polynomial whose graph is a parabola
opening down so it is maximized at its vertex, and that occurs at
b = 0.7.

= −2𝑏2 + (4 − 2𝑎)𝑏 + 𝑎(4 − 𝑎)
Again, B wants to choose b at the vertex of this parabola and this
is at
𝑏=−

which has roots at b = 0 and b =
1.4, so its vertex is halfway between these at b = 0.7.

(4 − 2𝑎) 4 − 2𝑎
𝑎
=
=1−
2(−2)
4
2

This is the optimal response for B.
We have a formula for the optimum value of b, and of course it depends on a. That leaves us with the question of what a will be. What
investment should A lead off with?

Of course calculus students will
simply take the derivative.

So far it’s not been clear how A can figure this out without
knowledge of b, and since she goes first, she doesn’t know b. But I
find that most students see right away that the formula for the optimum b in terms of a tells A exactly how B will respond to any investment a that she might make?
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𝑎

From there they simply substitute 𝑏 = 1 − 2 into the formula forA’s
payoff:
𝑃(𝑎, 𝑏) = (𝑎 + 𝑏)(4 − 𝑎 − 𝑏) − 𝑎2
𝑎
𝑎
= (𝑎 + (1 − )) (4 − 𝑎 − (1 − )) − 𝑎2
2
2
𝑎
𝑎
= (1 + ) (3 − ) − 𝑎2
2
2
5
= 3 + 𝑎 − 𝑎2
4
Again this is a quadratic whose graph is a parabola opening down so it is maximized at its vertex
𝑎=−

1
5
2 (− 4)

=

2
= 0.4
5

We can then obtain B’s optimal strategy:
𝑎
0.4
=1−
= 1 − 0.2 = 0.8.
2
2
In summary, A invests 0.4 and then B follows with an investment of 0.8. Thus
𝑏 =1−

A’s payoff is

𝑃(0.4,0.8) = 𝐵(1.2) − 𝐶(0.4) = 3.20

B’s payoff is

𝑃(0.8,0.4) = 𝐵(1.2) − 𝐶(0.8) = 2.72

It is interesting that A who has to make the first move, has the smaller investment and thus the larger payoff. In the parent game, it’s an advantage to make the first move.
If you find that surprising, it turns out that this is often the case in games of this type. For this particular
version of the game there is an interesting theorem that guarantees this will be the case.
Theorem. Suppose that P(x, y) = B(x+y) – C(x). Suppose the benefit function is increasing with diminishing returns [i.e. dB/dz > 0 and d2B/dz2 < 0] and the cost function is increasing and accelerating [i.e. dC/dx
> 0 and d2C/dx2 > 0]. Show analytically that in this case the result we obtained above, that A does better
than B, holds in general.
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The parent game––a graphical approach
In this version of the game, we work not with the formula
of the payoff function, but with its graph, and we look for
a geometric rather than an algebraic solution. Recall that
P(x, y) is the net payoff to a player playing x whose partner plays y. This is a function of two variables, so its
graph is a surface in 3 dimensions and is in fact drawn at
the right.
I can tell from the look of dismay on your face that a 3-D
graph is hard to work with on a 2-D piece of paper, and
indeed it is. Fortunately there is an excellent 2-D representation of such surfaces, commonly found in topographical maps, known as contour diagrams. The contours here
are the level curves of the function P(x, y), curves along
which P has a constant value.

The contour diagram of our function
𝑃(𝑥, 𝑦) = 𝐵(𝑥 + 𝑦) − 𝐶(𝑥)
= (𝑥 + 𝑦)(4 − 𝑥 − 𝑦) − 𝑥 2
is drawn at the right.
The heavy red lines give integral values of P and the
lighter blue lines divide the interval into tenths.

As an example of how to read the graph, if A plays 0.6 and
B plays 0.4, then A gets payoff
P(0.6, 0.4) ≈ 2.65
and B gets payoff
P(0.4, 0.6) ≈ 2.83
Remember: According to our definition of P(x,y), the Pvalue of the contour line at any point is the payoff to the
player investing the x-coordinate of the point playing with
a partner who invests the y-coordinate.
Given the contour diagram, what are the optimal investments for players A and B?
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Solution.
As before, we start with B. The first thing to note is that
if we are considering the payoff for B for different values
of a, we want to put b on the x-axis and a on the y-axis.
Then once A has chosen a, the options available to B are
the points on the horizontal line y = a. B will then choose
b to get the highest possible level curve that intersects
that horizontal line.
This is illustrated in the diagram at the right for the example in which A plays a = 0.6. B’s respond is b = 0.7 and
that’s at the point of tangency of the horizontal line with
the level curve. That particular level curve is missing but
is between P = 3.0 and P = 3.1.
Okay. So all we need to know is what A will play. As we
saw in our algebraic approach, A’s analysis uses the dependence of b on a, and we have in fact just determined
that graphically––the set of (b, a) points that will occur is
exactly the set of minimum points of the level curves.
We can connect all such points with a curve. In fact, happily enough, that curve happens to be a straight line, and
it is drawn at the right. This is the set of “feasible” points
for A, in the sense that A can choose any one of these,
simply by taking her investment a to be the y-coordinate
of that point. Given that, she knows that B will choose b
to be the x-coordinate of the point.
Okay––the question is, what choice by A will give her the
highest payoff? How do we get that information from the
diagram?

This is not so clear. For example, take the case a = 0.6
that we used as an illustration above. Might that be optimal for A? Or should A invest less? Or more?
What A needs to know of course is her payoff belonging
to different points on the line. But the contour diagram
gives us payoffs for the x-player and A’s strategy is currently represented on the y-axis. We have to reverse that
assignment. We want a on the x-axis and b on the y-axis.
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Okay. Let’s reverse a and b––a on the x-axis and b on
the y-axis. But we still need A’s feasible line, so we
will need to replot that for the new axis assignment.
For example, the feasible point (0.7, 0.6) will have to
become (0., 0.7). How do we do that?
Well we know how to do that––reflect the point in
the diagonal line y = x. Our new feasible line will be
the reflection of the old feasible line.

This is the new feasible line for A. That is, A can
choose any point on that line. And the good news for
us is that the contour lines give us her payoff for each
of those points.
Which point will A choose?
She wants the level curve with the highest payoff that
intersects the feasible line. And that’s clearly the one
that is tangent to the line.

The optimal point for A is marked at
a = x = 0.4
b = y = 0.8,
giving A the payoff:
P(a, b) = P(0.4, 0.8) = 3.2.
This is the same result we obtained with our algebraic analysis. Indeed the level curves we used here
are exactly the ones from that example.
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An interesting application to evolutionary behaviour.
A fascinating application of the general analysis is found in the conflict between the queen and her workers in a colony of ants. The workers, as you may know, are the queen’s daughters. She bears them first
and then they (queen and workers) join forces to raise the “reproductives”––the future drones (males)
and queens (females). The question arises as to what should be the “sex ratio” of these reproductives––
should there be equal numbers of each sex (a 50-50 ratio) or should there be more of one than the other?
Well it turns out that the queen and the workers have different ideas about this and that comes about because of the unusual “haplodiploid” genetic system found in ants (also in wasps and bees). In these species, females are diploid like you and me (i.e. they have two copies of each chromosome) but males are
haploid (with only one copy of each). Here’s how this works. A queen collects and stores her lifetime
supply of sperm at the beginning of her reign. From that point on, when she makes an offspring, she produces an egg (which is haploid) and then she can decide whether to hit it with a sperm (also haploid) or
not. If she uses a sperm, she gets a diploid offspring and it becomes a female; if she withholds the sperm,
she gets a haploid offspring and it becomes a male. Thus the queen has good control of the sex-ratio of
her embryos.
But the embryos are only the beginning––they have to be fed and nurtured and that’s the job of the workers. And that gives the workers a certain amount of sex-ratio control as well, as they can decide how
much energy to allocate to the raising of males as opposed to females. So the question arises, what is the
preferred sex ratio for the queen, and is it different from the preferred ratio for the workers?
In fact they are different and the reason for this is found in the genetic asymmetry described above. Darwinian principles dictate that each party wants to maximize her genetic representation in the next generation. It turns out that the queen has equal genetic representation in a son or a daughter, so she wants a
50-50 ratio, but a worker is more closely related to the queen’s daughters than to the queen’s sons. This
is because the queen’s daughters are the worker’s sisters and two sisters in this system have exactly the
same paternal genome (genetic contribution of their father). When we do the math, we discover that the
optimal ratio for the worker is 25-75, one male for every 3 females.
So we have a conflict within the colony over the sex-ratio of the reproductives––the queen want equal
numbers and the workers want 3 times as many females as males. How is this resolved?
Well the queen wins. The observed ratio is much closer to the queen’s optimum than to the workers’.
Why is that? Because the queen goes first. She can set down a male-biased ratio at the beginning forcing
the workers to wind up closer to her ratio than to theirs.
The analysis of this situation is a direct application of the ideas of this problem. It is work that I did in 2005
with my post-doctoral student Ido Pen, now in Groningen, and it was written up as a news story in Nature
magazine: http://www.mast.queensu.ca/~peter/pdf/Nature%20ResHighlight%20PenTaylor2005.pdf .
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