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1.2  The logarithm is the index. 
 
Example 1.  Write 874 as a power of 10.  That is, find x such that  

874 = 10x . 

Solution 1.  The slow way: calculator guess and check.  Since  

100  =  102  
1000  =  103   

we know that x will be between 2 and 3 and presumably closer to 3.  At 
the right I record a sequence of calculations I made, bouncing back and 
forth between something too high and something too low.  I decided to 
work to 1 decimal place on the right and got  

x  =  2.9415. 
In fact  

102.9415  =  873.98 

So my answer is very slightly low, and I could continue if I needed 
more accuracy.   
 
Solution 2. The fast way:  the LOG button.  It turns out that this is an 
important enough calculation that any scientific calculator has a button 
dedicated to this purpose.  It’s the logarithm button and on my calcula-
tor, it’s called LOG.  If I put in 874 and press LOG, I get 2.941511 to 6 
decimal places.  We would write: 

log(874)  =  2.941511 
 
Definition of the logarithm.  If I have a number z and I want to write 
it as a power of 10, the log function tells me how to do it.  The loga-
rithm of z is the index x I need to use.   Thus: 

log(z) = x      when    z  =  10x 

We can write this as: 
z  =  10log(z). 

 
 
Example 2.  Given that  log(45) = 1.653, find  
(a)  log(450)  
(b)  log(4.5). 
 
Solution.  We are given that  

101.653 = 45. 
 
(a)  We want to replace 45 by 450.  We can do that by multiplying both 
sides of the equation by 10: 

450  =  10×45  =  10×101.653 =  101+1.653 = 102.653  

Thus, log(450) = 2.653. 
 
(b)  To replace 45 by 4.5, we divide both sides by 10: 

4.5  =  45/10  =  101.653×10–1 =  101.653–1 = 100.653  

Thus, log(4.5) = 0.653. 

The logarithm is an index!  
For example: 
 

103  =  1000 
log1000  =  3 

 
102.9415  =  874 

log874 =  2.9415 
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What good is the logarithm?  Why might we want to write some num-
ber as a power of 10?  It turns out that there are lots of good reasons.   
 
Example 3.  Suppose we have a geometric sequence.  That means that 
there’s a constant multiplier r––each term is obtained from the previous 
term by multiplying by r.  The sequence will then have the form: 

{A,  Ar,  Ar2,  Ar3,  Ar4,  Ar5,  … } 

Now suppose that we calculate the logarithms of each of these 
terms.  What sort of sequence will they form? 
 
Solution.  We need to write each term of the sequence as a 
power of 10.  Start by writing A and r as powers of 10: 

A = 10a  

r = 10b 
Then for each term: 

Arn  =  (10a) (10b)n  =  10a10bn  =  10a+bn. 

The log of the nth term is the index a+bn and we see that it is 
a linear expression in n.  To emphasize this, we tabulate the 
first few values at the right.  If we plotted the logarithm 
against n we’d have a straight line.   
 
In fact if we turn this observation around, we get a powerful 
geometric observation.  If you want to tell whether or not a 
sequence of values is geometric, plot their logarithms.  If they 
fall along a straight line, the original sequence is geometric.   
 
 
Example 4.  At the right is a sequence of numbers.  I wish to 
know whether this is a geometric sequence.  Now there are a 
number of ways I might go about this.  One of these is to in-
vestigate directly whether there is a common ratio.  I could do 
that by calculating successive ratios: 

⎭
⎬
⎫

⎩
⎨
⎧

L
,106

181,
63

106,
37
63  

and seeing whether these were constant.   
 
But now we have a new way––calculate their logarithms and 
see if they have a constant difference.  Use this approach and 
check for the common difference by actually plotting the log 
values. 
 
 
 
 
 
 

z log(z) 
37 1.57 
63 1.80 

106 2.03 
181 2.26 
307 2.49 
523 2.72 
888 2.95 

n Arn   log(Arn) 
0 Ar0  =  10a+0b a+0b 
1 Ar1  =  10a+1b a+1b 
2 Ar2  =  10a+2b a+2b 
3 Ar3  =  10a+3b a+3b 
4 Ar4  =  10a+4b a+4b 
5 Ar5  =  10a+5b a+5b 

n z 
0 37 
1 63 
2 106 
3 181 
4 307 
5 523 
6 888 

Solution:  I have my students calculate the 
logs and actually plot their values on a piece 
of graph paper.  It’s a bit “old fashioned,” but 
as the straight line emerges, it drives the 
point home. 
 
The log values do indeed lie along a line and 
we can deduce that the original sequence is 
geometric.   



12log intro 9/6/2007 3 

0

20

40

60

80

100

120

0 5 10 15 20

 z

t

0

0.5

1

1.5

2

2.5

0 5 10 15 20

log(z ) 

t

0

10

20

30

40

0 5 10 15 20

 z

t
0

10

20

30

40

0 5 10 15 20

 y

t

0
0.2
0.4
0.6
0.8

1
1.2
1.4
1.6

0 5 10 15 20

t

log(z )

0
0.2
0.4
0.6
0.8

1
1.2
1.4
1.6

0 5 10 15 20

log(y )

t

Example 5.  The quantity z plotted at the right, is an exponen-
tial function of t, given by the formula: 

z  = 3×1.2t . 

Log(z) will also be a function of t.  What sort of function is it?  
Find the function and plot it.   
 
Solution.  We need to write z as a power of 10.  Do this for 3 
and 1.2: 

3 = 100.477  
1.2 = 100.079  

 Then 
z  =  100.477 × (100.079)t  =  100.477 + 0.079t 

Then:  
log(z)  =  0.477 + 0.079t 

is a linear function of t.  It is plotted at the right.   
 
Here’s the same observation as before but in a continuous time 
context.  If you want to tell whether or not a function f(t) is 
exponential, plot its logarithm against time.  If you get a 
straight line, the original function is exponential.   
 
 
Here’s an interesting demonstration.  The two graphs below look extremely similar, and if I told you that 
the one on the left was exponential, you might think that the one on the right was too.  In fact it’s not––y is 
a power function, the parameters chosen to make it look a lot like z.   
   
 
 
 
 

 
 
 
 
 
 
 
 
Below I plot the graphs of log(z) and log(y).   The first is beautifully straight, but the second is clearly not.  
The log plots give us an excellent visual indicator for exponential growth.   
 
 
 
 
 
 
 
 
 
 

tz 2.1=  
210

1
3ty +=  
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Other bases.  
In our discussion of logs so far, we have used 10 as the base.  Thus 
when we wrote  

log(874)  =  2.9415 
and 

log1000  =  3 

we understood that 10 was the base, so that 102.9415 = 87 and 103 = 
1000.  To emphasize this, we sometimes write the base as a subscript: 

log10874 =  2.9415 
and 

log101000  =  3 

and we read log10 as “log to the base 10.”   
 
Now, there’s no particular reason for not using other bases.  For exam-
ple, how about base 3? 

36.165  =  874 
log3874  = 6.165  

and  

34  =  81 
log381  = 4 

 
However, 3 is hardly ever used as a base.  Nor is 7, nor is 17, etc.  In-
deed, there are only three different bases one encounters at all often in 
practice, at least in my experience.  The common one is 10 and that’s 
the one that’s often simply called “log” When we come to do calculus, 
we will find ourselves using a new base, e ≈ 2.7183, essentially be-
cause this is the natural base for taking derivatives.  For that reason the 
corresponding logarithm is called the “natural” logarithm and is written 
ln.  Thus ln(x) = loge(x).  The third base, which arises in special appli-
cations related to computer science, is 2.   
 
For example, suppose I am working with large numbers, such as occur 
in astronomy.  Rather than write the number, N, out, I might tell you 
how many digits I would need if I did write it down.  I might say “N is 
a 40-digit number.”  That’s just a friendlier way to say that log10N = 40.  
[More precisely, what we can say for sure is that log10N lies between 
39 and 40.]  In computer science applications, we sometimes write 
numbers in binary, using only the digits 0 and 1.  In that case log2N is 
the number of binary digits needed to write the number down.   
 

We’ve been using powers of 10, 
but we could have worked with 
any positive number as base in-
stead.  However, except for the 
wonderful number e, other bases 
are hardly ever found.   
 
For most computational work one 
tends to use base 10, and for most 
theoretical work one uses e.  
These two bases belong to the two 
logarithm buttons found on most 
calculators.  On my calculator, the 
base 10 log is called LOG and the 
base e log is called LN. 
 
Actually there’s a third important 
base and that’s 2.  It’s a “special 
purpose” base as it arises because 
of the binary nature of our logical 
way of thinking, the dichotomy 
between YES and NO, in and out, 
plus and minus, and perhaps even 
right and wrong.   
 
An interesting application of log2 
to information theory is found at 
the end of this section. 
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Example 6.  Suppose log2(z) = 6.51.  Find  
(a)  log8(z)  
(b)  log10(z) 
(c)  log12(z) 
 
Okay. Think about this problem for a moment.  You are given the log 
of z in one base and asked for the log of z in another base.  No doubt 
there’s a simple “change of base” formula which you could figure out 
(or look up) and memorize and all that.  But honestly, how often in 
your life are you going to solve a problem of this kind?––perhaps never 
again.  Anyway, I want you to work it out from first principles.  
 
Solution:  We are given  z = 26.51.  All of these can be done the way I 
do part (c) below.  But I will do (a) and (b) using special properties of 
8 and 10.  For (a) I’ll use the fact that 8 is the cube of 2, and for (b) I’ll 
use the fact that log10 has a button on my calculator.   
 
(a)  Since 8 = 23,  2 = 81/3 .  No watch how we can use this to replace 
base 2 by base 8: 

z =  26.51  =  (81/3)6.51  =  86.51/3  =  82.17. 
Thus log8(z) = 2.17. 
 
(b)  Given z =  26.51, log10(z)  =  log10(26.51)  =  1.960  [Using the calcu-
lator.] 
 
(c)  We want x so that z = 12x.  Write z and 12 as powers of 10: 

from (b):  z  =  101.960  

using the log button: 12 = 101.079 
 
Now write everything with base 10: 

z = 12x 

101.960   =  (101.079)x 

101.960   =  101.079x  

x  =  1.960/1.079  =  1.817 
 
Thus,  log12(z)  =  1.817.   
 
 
 

This is a problem for which the 
arithmetical formulae of the next 
section could be used to advan-
tage.   But I don’t want you to use 
them here.  I want this to be a 
“first principles” kind of question. 
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Getting it 
Some time ago I was tutoring a friend who, as a mature student, was going back to university to do a 
computer science degree.  She was many years from her grade 12 math, but she was resourceful and 
eager to learn.  She was also wary, and that turned out to be crucial, not only for her but for me.  Be-
cause there was no way she was going to let me slip anything past her.  And one of the things I tried to 
slip past was the logarithm.   
 
We had “covered it” a couple of days earlier and we were getting into the world population section and 
I was plotting the logarithms of the population data to see if we got a straight line, and I had just re-
called the basic multiplicative property log(ab)   =   log(a) + log(b), and she said Woah, wait a sec.  I 
don’t get it.   
 
Don’t get what? 
That equation you just wrote.  I know you’ve written it again and again, and I could certainly recite it 
back to you, but I don’t get it.  For that matter, I don’t get the whole logarithm thing.  There’s some-
thing missing.  It just doesn’t come together for me. 
 
Hmm.  Sounds a bit like “please start all over again, but this time get it right.”  I do know that loga-
rithms are a real thorn in the paw of many of my students.  But few of them get (or take) the chance to 
interrupt me in full flight and send me into reverse gear. 
 
I sat quietly for a few minutes asking myself what was the really im-
portant thing about logarithms for us, and I decided that the multipli-
cative property and its graphical implications were certainly front and 
centre.  So that’s what I hit and in doing so I constructed for her the 
data sequence at the right.  She stared at it for a few moments, her 
eyes blinking furiously.  And then she said  Holy cow.  Something 
about it started working for her. 
 
What have we got here?  We have a sequence of numbers each writ-
ten in two ways: as a straight number and as a power of 10.  The indi-
ces are the logarithms of the numbers.   
 
Now each number is 1.2 times the previous number.  And each index 
is 0,08 more than the preceeding index.  The numbers grow multipli-
catively and the logs grow additively.  Of course 0.08 is log1.20 (with 
some round-off error). 
 

 

×  1.20 
100.0  =  102.00 

120.0  =  102.08 
144.0  =  102.16 
172.8  =  102.24 
207.4  =  102.32 
248.8  =  102.40 



12log intro 9/6/2007 7 

Problems 
 
1.  Using “guess and check” and the yx-button on your calculator, find log(4321) correct to 4-places of 
decimal.  [That is, if x is your answer, then x+10–4/2 must be clearly too big and x–10–4/2 must be clearly 
too small.]  Justify all steps of your argument. 
 
2.  I put an integer N into my calculator and hit the LOG button.  I get 7.1658 to 4 places of decimal.  What 
can you tell me about the number?   
[Answ:  N lies between 14647045 and 14650417.] 
 
3.  I figure that my house doubles in value every decade.  How many decades will it take to be at least 1000 
times its current value.  Write your answer using log2.   
 
4.  My bike tires loses air pressure at a constant percentage rate.  Suppose every 5 minutes the pressure is 
cut in half.  How many minutes will it take to drop from 400 kPa to at least 10 kPa?  Write your answer 
using log2.   
 
5.  Suppose you need to calculate log2x for many numbers x.  Suppose that you do not have a log2 button 
on your calculator, but you do have a log10 button.  Show how to use the log10 button to easily calculate 
log2.  
 
6.  Given that  log10(500) = 2.6990, find without using a calculator, and showing all your calculations: 
(a)  log10(5)  
(b)  log10(5000) 
(c)  log100(500) 
(d)  log1000(5000) 
 
7.  Given that  log4(500) = 4.4829, find without using a calculator, and showing all your calculations: 
(a)  log4(125)  
(b)  log4(8000) 
(c)  log2(500) 
(d)  log16(500) 
 
8.  In each case, logz is given as a linear function of t.  Exponentiate the equation (base 10) to express z as a 
function of the form  z = Act, and calculate the percentage growth or decay rate of z.   
(a)  logz  =  3.71 + 0.046t  
(b)  logz  =  2.65 – 0.0077t 
(c)  logz  =  3.08 – 3.01t 
 
 
9.  Solve the following equations for x. 
(a)  log10(x+10) = 2 
(b)  log10(x2) = 4 
(c)  log2(x+10) = 2 
(d)  log2(x2) = 4 
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10.  The fundamental multiplicative law for the logarithm is  log(ab)  =  
log(a) + log(b).  Suppose you knew the definition of logarithm, but you 
hadn’t met this law, and someone asked you to show that log6 = log2 + 
log3.  What would you do?  [Hint: Try to clear the logs by exponentiat-
ing both sides (base 10).] 
 
 
 
11.  Over the 40-year period that I have owned my house its value has 
increased at (roughly) a constant percentage rate.  At the right is a plot 
of the logarithm of that value over the 40-year period.   
(a)  Find an equation in the form z = Art for the value of my house at 
time t.  [Answ:  z = 25,119(1.0715)t 
(b)  What was the annual percentage increase in value per year? 
[Answ: 7.15%] 
 
 
 
 
 
 
12.  Over a 10 hour period my bike tire loses pressure at a constant 
percentage rate.  At the right is a plot of the logarithm of the pressure 
over the 10-hour period.   
(a)  Find an equation in the form P = Art for the pressure at time t.  
[Answ:  P = 398.1(0.832)t 
(b)  What is the annual percentage decrease in value per hour? 
[Answ: 16.8%] 
 
 
 
 
 
 
 
13.  At the right is a sequence of numbers.  I wish to know 
whether this is a geometric sequence, and if not to understand 
how it works.  Calculate and plot the logarithms of these num-
bers and describe the pattern that you see.  By making careful 
slope measurements on your graph, obtain the “law” that gov-
erns this sequence.  Describe it precisely and then (but only 
then) use the original data to verify your conclusion.   
 
 
 

n z 
0 42 
1 46 
2 83 
3 91 
4 164 
5 181 
6 326 
7 358 
8 646 



12log intro 9/6/2007 9 

Project. 
Suppose I throw a fair 8-sided die (a regular octahedron) and I ask you to determine the outcome.  You are 
allowed to ask YES-NO questions (and I will answer them truthfully!)  What procedure (or algorithm) of 
questioning will allow you to ask as few questions as possible (on average).   
 
This is a good problem to discuss.  The answer is that you can do it with 3 questions: 
1.  Is the outcome 1, 2, 3 or 4? 
2.  (assuming YES)  Is the outcome 1 or 2? 
3.  (assuming YES)  Is the outcome 1? 
If either answer is NO it’s clear enough how the question should be altered. 
 
It can be shown (but it’s tricky) that 3 questions is the best you can do.  That is, there is no algorithm that 
will give you the answer in less then 3 question on average.   
 
The point of the “on average” is that for some (most!) algorithms the number of questions needed will de-
pend on the outcome.  For example, you might start the algorithm with the question “Is the outcome 1?” 
and then 1/8th of the time you will require only 1 question.  But however you continue your algorithm, its 
length, when averaged over the 8 possible outcomes, will exceed 3 questions.   
 
The real reason that 3 is the best you can do is that every question cuts the remaining options exactly in 
half.  Let’s call such an algorithm maximally efficient.  Then it should be clear that such an algorithm exists 
for a fair 2-sided die (the toss of a coin), a fair 4-sided die, etc.  Indeed if the number of outcomes is a 
power of two we have such an algorithm and the number of questions needed is log2 of the number of out-
comes.   
 
Proposition.  If I have a fair N-sided die, and N is a power of 2, then a maximally efficient algorithm exists 
and the number of questions required to obtain the outcome of the die is log2N.   
 
Okay.  Here’s the problem.  What can you say about fair dice for which the number of outcomes is not a 
power of 2.  For example, what about the familiar 6-sided die?  How many questions are needed on aver-
age?   
 
That’s a good problem to spend a moment on.  The answer is that you can cut the options in half with your 
first question, but then the best you can do (for your second question) is pick one of the remaining 3 op-
tions and ask if that’s it.  This will give you the answer in two questions a third of the time and in the re-
maining two-thirds you’ll need another question.  With this algorithm, the average number of questions 
needed is 

67.2
3
83

3
22

3
1

≈=+  

and that’s the best you can do.  As expected, this is greater than log26 ≈ 2.58.   
 
However, there is a really neat way to remodel the question that will give us an algorithm with log26 ques-
tions, or at least as close to that as we might want, and that’s to use “efficiencies of scale.”  Suppose we 
throw 10 6-sided dice and our job is to find all 10 outcomes.  Find the best algorithm we can for that and 
then ask what is the number of questions per die!  Can you get close to log26?  Investigate this.  Calculate 
the answer for all numbers of dice from 1 to 10 and see what happens to the number of questions per die.   
 
[Comment for the teacher:  As an example, here is what they might do for 5 dice.  There are 65 = 7776 out-
comes.  Cut it in half again and again, rounding up when needed: 

7776, 3888, 1944, 972, 486, 243, 122, 61, 31, 16, 8, 4, 2, 1 

That requires 13 questions.  The number per die is 13/5 = 2.60 which is getting close to log26.  The more 
ambitious student will find it an interesting challenge to prove that as the number of dice gets large the 
limiting number of questions is log26.] 
 


