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12.  Exponential growth simulation. 
 
Most people think of exponential growth as being “growth that is very 
fast.”  However, exponential growth has a precise meaning––a popula-
tion grows exponentially when its growth rate is proportional to its 
size.   
 
For example a population which growth by 3% each year is growing 
exponentially.  The growth rate in this case is proportional to size with 
constant of proportionality 0.03.   
 
Suppose we want to track this population over many years starting at 
size  

z(0) = A. 
Then after one year it has size: 

z(1)   =   A + 0.03A   =   (1.03)A. 

Notice the expression on the right.  That simple piece of algebra hides a 
wonderful conceptual jump.  It says that to add 3% every year is the 
same as multiplying by 1.03.  The reason that’s so great is that it makes 
iteration easy.  In year 2 we multiply by 1.03 again: 

z(2)   =   (1.03)(1.03)A  =  (1.03)2A. 

And again and again: 
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z(t)   =   (1.03)tA 

and that gives us a formula for z at any time t.  The graph of z against t 
starting at A = 100 is plotted at the right.  In 50 years the population 
grows to nearly 500.   
 
Okay.  Do you expect a real population of squirrels recently arrived in a 
new forest to grow according to that nice smooth curve?  Certainly not.  
Real life is full of uncertainties, both good and bad, and we expect con-
siderable variation.  Even with an “average” growth rate of 3%, the 
population will sometimes, through ill luck, decrease.  Certainly it will 
oscillate above and below the theoretical curve.   
 
The model 
This “stochastic” aspect of population growth can be modeled with a 
large class of students each having 3 coins.  At any time the population 
consists of those individuals who are standing.  Start by having a few 
(e.g 5) students stand.  To move one time step (one year), each standing 
individual flips his/her 3 coins.  There are three possible outcomes.   

2H 1T  one offspring  
2T 1H  no offspring and no death 
3H or 3T death 

After everyone standing has flipped I ask all those in the last category 
(3H or 3T) to sit down.  [They are now out of the population, at least 
until they are invited back in as someone else’s offspring.]  Then all 
those in the first category (2H 1T) stay standing and get to choose one 
sitting individual to stand.  All those in the middle category (2T 1H) 
simply stay standing.  Thus, if there are x individuals in the first cate-
gory and y individuals in the last, the population size increases by x–y.   
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The data 
At the right is a data set I generated with a class of 100 students.   
For example, of the 5 standing on the first flip, 2 rolled 
2H&1T and 2 rolled 3H for a net increase of 2–2 = 0.   
 
It’s really nice to have a computer in the classroom to plot the 
data as they are generated.  The graph below certainly shows 
an increasing population with an accelerating growth rate, but 
there is considerable variation especially at the early stage 
when the size is small.   
 
I ask the class whether this data belongs to an exponential 
population.  Is the growth rate proportional to the size, at least 
on average?  How would we determine that?   
 
How do you determine whether any data set follows an expo-
nential curve?  One student tells me that you fit an exponential 
trend line and see how good it is.  That’s not a bad answer but 
it’s a bit waffly.   
 
My favorite answer to this question is that you look at the log 
plot, because if z is exponential, then log(z) will be linear.  
And we are rather good at recognizing whether a bunch of 
points lies in a straight line.  [Why is that?––because light 
travels in a straight line?] 

t z 
0 5 
1 5 
2 6 
3 9 
4 12 
5 15 
6 13 
7 13 
8 17 
9 19 
10 26 
11 38 
12 40 
13 46 
14 48 
15 51 
16 65 
17 68 
18 79 
19 87 
20 98 

If z is exponential then log(z) is linear 

Here’s the algebra.  Start with the equation: 

z  =  Art

Take logs: 

log(z)  =  log(Art)  =  log(A) + log(rt)   

=  log(A) + t log(r) 

What does that say?––that the graph of log(z) against t is 
a straight line with slope log(r) and “y-intercept” log(A).   

 
 
 
 
 
 
 
 
 
 
 
 
 
 
Analysis of the data 
Check it out.  At the right I plot log(z) against t.  Is it a straight 
line?  Well, yes and no.  There’s certainly considerable scatter, 
especially at the beginning, but the data has a strong overall 
linear character.  It’s worth noting that we would expect more 
scatter at the beginning when the population is small.  When 
there are a large number of individuals, the bad luck of some 
will be more likely to balance the good luck of others, and the 
net result will be close to expectation.   
 
Anyway, it is the linear character of the log plot which tells us 
whether the original data is exponential.  And we seem here to 
have an exponentially growing population.   
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y = 0.0665x + 0.7275
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How do we get a “best-fit” exponential equation for the popu-
lation?  One way is to draw a best-fit line for the log data and 
find the slope of its y-intercept.  We can do this with pencil 
and ruler, or if we have a computer or calculator we can fit a 
trend-line.  At the right I used an excel spreadsheet to get the 
trend line: 

log(z)  =  0.0665t + 0.7275. 

How do we get the exponential equation from that?  We “ex-
ponentiate” it! 

( )tttzz 0665.07275.07275.00665.07275.00665.0)log( 101010101010 ==== +

= 5.34 (1.165)t . 

Our “best estimate” from the data, is that the population 
started with 5.34 individuals and grew by 16.5% per year.   
 
The calculation above is one that I might have made when I 
was a student back in the 60’s.  With the technological power 
students have today, they could have bypassed the logarithm 
stuff altogether and fitted an “exponential trend-line” to the 
original data.  Such a line (which is actually a curve) is plotted 
at the right (again with excel).  [It’s worth pointing out that 
this curve is exactly the same as the log line, but plotted on the 
z-t axes.  Indeed, e0.1531 = 1.165.] 
 
However, I make my students go the logarithm route as well.  
One reason for that is that I want them to gain some familiar-
ity in working with the logarithm, but another, and even more 
important one, is that I want them to see that straight line, 
because that’s the best “proof” that the data set is exponential.   What kind of curve did we expect? 

This is an excellent question to 
pose to the class.  We have to 
look carefully at the coin-flipping 
routine.  Is the growth rate (on 
average) proportional to the popu-
lation size?  If so, what is the con-
stant of proportionality?   

 
The theoretical curve.   
What sort of population growth curve did we expect?  After 
all, we have a quite precise coin-flipping routine that we used 
to generate the data––what sort of theoretical curve ought that 
to have given us?  Did we expect it to be exponential, and if 
so, with what parameters? 
 
Here’s the argument.  The table at the right gives the prob-
abilities of the different outcomes.  It tells us that if we take 8 
“typical” individuals then we expect 3 of them to have an off-
spring and 2 of them to die, giving us a net change of 3–2 = 1.  
Thus, each time step, we get (on average) an increase of 1 for 
every 8 individuals, giving us an average growth rate of 1 in 8 
or 12.5%.   

prob outcome effect 
1/8 HHH die 

 
3/8 

HHT 
HTH 
THH 

 
offspring 

 
3/8 

HTT 
THT 
TTH 

 
no change 

1/8 TTT die 
 

 
In particular, the growth is certainly exponential (on average) 
because the expected increase is proportional to the size.   
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A growth rate of 1/8 means a multiplier of 9/8.  Starting with 
size 5, after t years, we expect size  

z(t)  =  5 (9/8)t. 

At the right we plot this formula as a curve and compare it 
with the data.  The curve lies markedly below the data––its 
final height (at t=20) is 53, well below 98, the final height of 
the data points.  It doesn’t seem like a particularly good fit at 
all.  What happened?   
 
Studying the data we see that we did seem to have a “lucky 
surge” around generation 10.  That carried the data well above 
the curve, and once up there, it would be apt to stay that way.  
In fact that brings us to the question of just what sort of varia-
tion we might expect.   
 Does the curve provide a good fit 

to the data?  Apparently not.   
 
But do we expect a good fit?  Let’s 
look at things a bit more closely.   

Randomness 
How close a fit could we expect between the data generated 
from this experiment and the theoretical curve?  Questions like 
this can be quite challenging and they are studied by theoreti-
cal statistics.  But one thing I thought of doing, just to see 
what happened, was to repeat the experiment many times, say 
25 times, and see how big a range of data sets I got.   
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The idea here is that these two "ex-
treme" data sets serve as bounda-
ries.  It should be relatively rare for 
a data set to fall outside of them.  
Of course, if we had taken the best 
and the worst out of 100 simula-
tions, we'd expect these boundaries 
to be a bit wider––but not much. 

 
Not wanting to wear thin the generous patience of my stu-
dents, I thought I’d try to get the computer to do all the work.  
My programming skills are rather modest, but I do know my 
way around a few MAPLE commands, and, happily enough, I 
managed to construct a passable MAPLE program (which I 
include at the end).  I did 25 runs of 20 years, each run starting 
at z=5.   
 
Well, 4 of those runs went extinct––the population fell to zero 
at some point and then, of course, stayed there.  The remaining 
21 runs showed great variation in the size after 20 years.  The 
lowest (that didn’t go extinct) reached a size of only z=14 
after 20 years, whereas the highest got up to z=166.  These 
runs (the high run and the low run) are plotted at the right 
along with the theoretical curve.  [Note that to accommodate 
the larger population I have extended the vertical scale.]   
 
So is the theoretical curve the average, in some sense, of the 
high run and the low run?  Let’s see––the final height of the 
theoretical curve is 53 and the average of 14 and 166 is: 

90
2
16614

=
+ . 

Hmm… 90 is definitely not close to 53.  We could already see 
this from the graph––the theoretical curve is not halfway be-
tween the high data set and the low data set, but is much closer 
to the low data set.  What are we to make of this? 
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It turns out that we don’t really expect the theoretical curve to 
be the average of the high run and the low run.  At least, not if 
we use the conventional average.  The average we’ve calcu-
lated above is called the arithmetic mean (AM): 

AM(14, 166)  =  90
2
16614

=
+  

but there are other averages around.   
 
In fact the “correct” average to use in this case turns out to be 
the geometric mean (GM) defined as the square root of the 
product: 

GM(14, 166) = 2.4816614 =×  

and indeed that’s gratifyingly close to 53.  The point is that the 
law of growth of these populations is multiplicative, and it 
follows that the appropriate average to use is the GM, that 
being a “multiplicative” average.   
 
Another way to look at this is to observe that taking the GM of 
two numbers is really the same as taking the AM of their loga-
rithms.  More precisely the log of the GM of two numbers is 
the AM of the logs of the numbers: 
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log(GM(a, b))  =  AM(log(a), log(b)) 

[Verify this––it’s a good exercise!]  So the fact that the theo-
retical curve is close to the GM of the low run and the high 
run tells us that if we plot the runs on a log scale, the theoreti-
cal curve (which will now be a straight line) should be close to 
the AM of the low run and the high run.  The graph appears at 
the right.  On this scale, the theoretical line does appear to be 
pretty much the midpoint (on average) of the high and low 
runs.   
 
 
 
Finally, here’s the maple program.  The # indicates a comment. 
 
>  R:=rand(1..8):   #defines R as a procedure which generates a random integer between 1 and 8 
N:=5:print(N);    #N is the population size.  It starts at 5. 
for j from 1 to 20   #executes the instructions below for each of 20 years 
do 
for i from 1 to N    #executes the instructions below for each individual in the population  
do 
r:=R():    #r is a random integer between 1 and 8 
if r<3 then N:=N-1:  #holds with probability 2/8 
end if:  
if r>5 then N:=N+1: #holds with probability 3/8 
end if: 
end do: 
> print(N); 
> end do: 
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Problems   
 
1.  Here's a game you can play with a bottle of pennies.  Start with, say, 
6 coins in a cup.  Shake them and spill them on the table and without 
paying attention to whether they are heads or tails, gather them in 
groups of size 3.  Each time a group has at least 2 heads, add a coin to 
it, and each time a group has 3 tails, take a coin away.  Groups that 
have neither condition are just left the way they are.  Then gather up all 
the coins and repeat.  When the number of coins is not a multiple of 3, 
the one or two extra coins can be just put to the side and recycled into 
the next generation (they neither give birth nor die).   
Collect a data set for 25 generations.  Estimate what you think the size 
of the population "ought" to be after this time.   
 
2.  Suppose we have a population whose size changes in accordance 
with the general rules we formulated at the beginning: that in each time 
step there are three possibilities for each individual: 

• reproduce and make one offspring probability r 
• die     probability d 
• neither of the above   probability 1–r–d 

Now suppose that we don't know what r and d are but what we do have 
is the data from the first run (tabulated on the first page).  The problem 
is to use the data to get some idea of the size of r and d.   Now because 
birth and death all happen within a single generation, it's apt to be hard 
to tease r and d apart, but there's some information about the pair of 
them you can surely get.  An estimate?  An average?  Explain your 
analysis.   
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